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Abstract—While laparoscopy has revolutionised surgical proce-
dures by enabling faster recovery and reduced trauma compared
to open surgery, it has a steep learning curve, requiring much
practice to master the stroke mechanics required for complicated
procedures. Instrumented laparoscopic surgical trainers provide
a safe environment for surgeons to hone their motor skills,
enabling them to perform procedures with confidence, while
capturing kinematic and video data from the instruments for
performance assessment. Although hand grip is known to affect
force control, precision, and most efficiency, most simulators lack
sensors outside of the box and cannot capture subtle variations
in instrument grip. Accurately detecting such variations would
allow teachers to provide more informative guidance to trainees.

Leveraging MediaPipe Hand Landmarker, we propose an un-
obtrusive vision-based hand pose sensing framework for detecting
different laparoscopic instrument grip and handling techniques
during training. By clustering finger-tracking landmarks from
feature vectors detected during selected instrument movements,
we demonstrate that we can accurately detect two common
instrument grip positions as well as different modes of axial
instrument rotation that kinematics sensors cannot distinguish.
Experimental results obtained using a laparoscopic simulator
demonstrate that the algorithm can differentiate tool hand grip
changes and two different rotation strategies with 99% accuracy,
across 5 subjects. Machine learning models can leverage this
new capability to provide more precise guidance to trainees on
instrument handling, something current training systems cannot
achieve.

I. INTRODUCTION

Laparoscopy has revolutionized modern surgical practices
with less trauma, faster recovery, and shorter hospital stays
compared to open surgery [1], [2]. Laparoscopic procedures
are a form of minimally invasive surgery (MIS) where thin
surgical instruments and a laparoscope (a tube-like camera)
are passed through small incisions in the patient’s chest
or abdomen [1]. The surgeon must manoeuvre instruments
through these access points based solely on a 2D video feed
with a limited field of view and constrained motion patterns.
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Consequently, laparoscopic procedures have a steep learning
curve for developing the required cognitive, technical, and
motor skills [3], [4]. Current training methods (including
intraoperative observation, cadaveric models, virtual reality
simulators, and box trainers) provide environments in which
trainees can develop and hone their laparoscopic skills [5], [6].

Box trainers offer a safe environment for mastering the
stroke mechanics required in laparoscopic procedures. The
standard trainer is a box with an internal camera and ports
for inserting instruments, along with internal modules for
training tasks. These training drills, such as a bean drop and
needle passing, have been shown to improve performance
in the operating room after 30-35 repetitions and over six
months of practice [7], [8]. Box simulators are the most widely
used training tool outside of the operating room due to their
affordability and ease of deployment. However, a significant
limitation of box trainers is the lack of automated assessment
and feedback provided to the trainee. An expert surgeon is
often required to oversee the training regime, observing trainee
drills and providing actionable guidance. Recent advances in
automated surgical assessment and feedback evaluate a sur-
geon’s performance in the simulator either through a scoring
system, such as the global rating scale, or by estimating their
expertise level as novice, intermediate, or expert [9], [10].

To provide automated guidance and assessment, a box
trainer is often equipped with sensors and/or cameras to record
the position of surgical tools over time [9]. The most basic box
trainer uses an internal camera and requires expert assessment
of the trainee’s performance based on the recorded video feed.
Other simulators have attached sensors to the surgical tools
or to the trocar site (entry points to the body cavity), such
as an inertial measurement unit to capture the orientation
of the tool, and optical sensors or time-of-flight sensors to
measure surge and roll of the tool [6]. With this information,
the location of the tool tip inside the box can be calculated
and recorded. More advanced trainers also measure gripping
force and tool/tissue contact force. Table I summarizes various
laparoscopic trainers and the sensors they use.

Beyond grip strength, current instrumented laparoscopic
surgical simulators do not explicitly track the position or
movement of the hands, only the resultant movements of the
tool tip. This results in ambiguity when the same tool motion
can be accomplished with different hand movements or using
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TABLE I: Different laparoscopic trainers and the sensors used
to record trainee data. Adapted from [9].

Trainer Sensors Tracks

Box Trainer [11] Camera N/A
Box Trainer [12] Accelerometer, gyroscope, magnetometer Tool
Box Trainer [13] Force, IMU Tool
LAPKaans [14] Orientation, depth, speed, grasping force Tool
Virtual reality [15] Camera, position, orientation Tool
Lapro Apex [16] Position, camera Tool
BlueDRAGON [17] Position, force Tool
CyberGlove Sim [18] Position, Orientation Hand

a different grip.
Figure 1 shows a typical laparoscopic surgical tool. To

rotate the end of the tool to the desired angle, the user can
either rotate the instrument axially by rotating their hand
(wrist rotation), or by using their index finger to actuate
the rotation knob located around the instrument shaft, which
rotates the shaft without rotating the grip. Current instrumented
simulators cannot discriminate axial rotation generated by
hand motion from rotation produced through the rotation knob.
This ambiguity limits the utility of feedback to a trainee,
since there may be strategic reasons for preferring one rotation
motion over the other in a given situation. Furthermore, these
rotations reflect different motor skills and should therefore be
analyzed separately.

Hand grip is known to affect force control, precision, and
motion efficiency [19]. There are also known associations
between poor handling of instruments and misuse injuries
among surgeons. Therefore, tracking the way a trainee holds
the instrument, rather than only its position and orienta-
tion, can allow for a more in-depth analysis of their stroke
mechanics, and also allow assessment and feedback models
to teach them the correct way of manipulating the tool.
Several approaches have been proposed to track a subject’s
hand position/orientation in space. One approach is to use an
instrumented glove that captures the position and orientation
of the hand [18]. However, this approach is cumbersome and
may interfere with surgical performance and alter the tactile
feedback perceived by the user.

In this paper, we propose to leverage advances in landmark
detection in live videos to accurately track various points on
the hand during laparoscopic training. Google’s MediaPipe
Hand Landmarker allows for the detection and tracking of
21 landmark points on a person’s hand [20], as shown in Fig.
2. Using the algorithm with a depth camera allows for these
21 landmarks to be tracked in 3D space. However, the use of
this algorithm to track a hand while handling a surgical tool
has not been done before.

Using a box trainer instrumented with external depth cam-
eras and a self-supervised clustering algorithm, we demon-
strate that, by combining the tracker algorithm with k-means
clustering, we can differentiate axial rotation resulting from
wrist rotation from axial rotation generated through the rota-
tion knob, across 5 different subjects. In addition, the proposed
algorithm can also detect the two commonly used forms of
grasping the surgical instrument shown in Fig. 1(a) and (b),

Fig. 1: Two variations of hand grip on the laparoscopic
instrument. In (a) the instrument is grasped with the middle
finger and thumb. In (b) the instrument is grasped with the
index finger and thumb. Figure (c) shows the rotation knob
and the handle grip.

i.e., using either the index finger or the middle finger to actuate
the griper, also across 5 subjects. Together, this additional
information provides a more detailed understanding of hand
position and movement strategies than a traditional box trainer
instrumented with only internal sensors. To the best of our
knowledge, this is the first implementation of visual hand
landmark tracking during laparoscopic surgery training.

The remainder of the paper is organized as follows. Section
II describes the algorithm used for hand tracking and how it is
adapted to laparoscopy training, followed by the unsupervised
clustering algorithm for the detection of grip changes and
rotation methods. The proposed method is then validated ex-
perimentally in Section III using an instrumented laparoscopic
simulator equipped with an external depth camera to measure
the hand movements. The paper concludes with a discussion of
the obtained results, the limitations of the work, and directions
for future research.

II. VISUAL HAND TRACKING AND CLUSTERING
ALGORITHM

Google’s MediaPipe Hand Landmarker algorithm deter-
mines the 3-dimensional coordinates (x, y, z) of landmarks de-
fined on the human hand from the RGB-Depth image acquired
by a camera [21]. An example is shown in Fig. 2(a), where the
spatial location information of 21 points on a trainee’s hand
are shown. The two dimensional position of each landmark
(x, y) is calculated from each image using machine learning
algorithms trained on real-world and synthetic datasets, while
the z position of each landmark is inferred based on the
estimated distance between the hand to the camera. The
algorithm can also identify whether the left or right hand is
being imaged.

For a video with K frames, the algorithm returns, at discrete
time steps t = 1, 2, ..., τ , the x, y, z position of all d = 21
tracked landmarks, where 1 ≤ i ≤ d. In addition, the algorithm
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Fig. 2: Example of landmark locations detected by the Medi-
aPipe algorithm. In (a), all 21 landmarks are visible. In (b) and
(c), landmarks are shown on the user’s hand during instrument
manipulation.

returns a binary flag fi(t) = 1 if landmark i is present in the
image at time step k, and fi(t) = 0 otherwise,

During tracking, we arrange the τ measured positions of
landmark i into vector vi(k):

vi(t) = [vi(1), vi(2), . . . , vi(τ)]
T .

Since each vi(t) contains the x, y, z position of a landmark,
they are 1 × 3 vectors. For simplicity, we henceforth denote
them as scalars. However, the same process is applied to all
dimensions of vi(t).

To ensure that the position of landmark i taken at time
step t is valid, we check whether landmark i is present in
the image at time t. If the landmark is not present, the
invalid measurement is replaced with the median of landmark
i position over the entire length of vi, that is:

vi(t)←

{
vi(t), if fi(t) = 1

median
(
vi(t)

)
, otherwise

Invalid measurements were replaced with the median value
of valid measurements to ensure consistent temporal length
across all dimensions within each sample. The median is
robust to outliers, avoids error propagation, and preserves the
underlying data distribution.

A. Feature Vector Definition

For each dimension i the mean µi, standard deviation σi
and range ri are calculated over the trial length τ , as follows.
The mean is

µi =
1

τ

τ∑
t=1

vi(t). (1)

The standard deviation of landmark i is given as

σi =

√√√√ 1

τ − 1

τ∑
t=1

||vi(t)− µi)||2, (2)

and the range, i.e., the magnitude of change of a specific
landmark over a trial is

ri = max(vi(t))−min(vi(t)). (3)

From these statistics, a feature matrix G ∈ Red×3 repre-
senting a trial can be constructed as:

G =


µ1 σ1 r1
µ2 σ2 r2

...
µd σd rd

 =


g1

g2

...
gd

 . (4)

Assume a set of N trials, where each trial is given the index
j, with 1 ≤ j ≤ N . Each of the j feature vectors, Gj , are
standardized across all N trials by setting:

Ĝj =



Gj
1,1−µ̂1,1

σ̂1,1

Gj
1,2−µ̂1,2

σ̂1,2

Gj
1,3−µ̂1,3

σ̂1,3

Gj
2,1−µ̂2,1

σ̂2,1

Gj
2,2−µ̂2,2

σ̂2,2

Gj
2,3−µ̂2,3

σ̂2,3

...
Gj

d,1−µ̂d,1

σ̂d,1

Gj
d,2−µ̂d,2

σ̂d,2

Gj
d,3−µ̂d,3

σ̂d,3

 (5)

with Gj
n,m being, respectively, the nth and mth row and

column of Gj , and µ̂n,m and σ̂n,m the average and standard
deviation of element Gj

n,m ∀ j ∈ [1, N ] across all trials, i.e.,

µ̂n,m =
1

N

N∑
j=1

Gj
n,m, (6)

and

σ̂n,m =

√√√√ 1

N − 1

N∑
j=1

(Gj
n,m − µ̂n,m)2. (7)

B. k-Means Clustering

Once the feature matrices, henceforth referred to as samples,
are defined, the objective is to assign each sample to one of
the two possible clusters, based on feature similarity. The two
clusters represent either the two forms of rotating the tool’s
shaft, i.e., knob rotation (cluster 1) or wrist rotation (cluster 2),
or the two forms of grasping the tool, i.e., with middle finger
(cluster 1) or index finger (cluster 2) as previously shown in
Fig. 1.

To this end, we apply an unsupervised k-means clustering
algorithm, where each sample is assumed to belong to one of
k clusters or classes. The objective is to determine the cluster
membership that minimizes the sum of the Euclidean distances
between all samples assigned to a cluster and the centroid of
that cluster, across all clusters.

The centroid of a cluster ke, with 1 ≤ e ≤ K, where K is
the total number of clusters is

ηe =
1

|ke|
∑

Gj∈ke

Ĝj (8)

where |ke| is the total number of samples assigned to cluster
ke. The clustering algorithm minimizes the sum of squared



Euclidean distances between the centroid of all clusters and
each element in a cluster, that is:

min

K∑
e=1

∑
Gj∈ke

∑
n,m

(
Ĝj

n,m − ηen,m
)2

. (9)

To evaluate the accuracy of the hand tracking method, we
check whether all samples from a given class (e.g., hand
rotation vs. knob rotation) fall within the same cluster.

C. Uniform Manifold Approximation and Projection

To visualize the samples, we reduce the dimensionality
of the feature matrices Ĝj to 2D, then plot the samples in
a reduced two dimensional space. Dimensionality reduction
is performed using Uniform Manifold Approximation and
Projection (UMAP) [22].

Let ρj be the Euclidean distance between matrix Ĝj and
its closest neighbour Ĝr in the original 3 × d space, with
r ∈ [1, N ], defined as:

ρj = D(Ĝj , Ĝr)

in which the operator D(X,Y) calculates the Euclidean dis-
tance between matrices X and Y. Let σ be a normalization
parameter for each feature matrix, chosen to satisfy:

∑
j,q∈[1,N ] ∀j ̸=q

e

(
max[0,D(Ĝj ,Ĝq)]

σ

)
= log2(ψ) (10)

where ψ is a hyperparameter defining the size of the local
neighbourhood. A conditional edge weight, or similarity score,
between matrices Ĝj , Ĝq can be defined as:

wjq = e

(
−

max[0,D(Ĝj ,Ĝq)−ρj]
σ

)
. (11)

The asymmetric weights are then symmetrized to construct a
fuzzy simplicial set representation of the local neighbourhood
graph:

w̃jq = wjq + wqj − wjqwqj = w̃qj . (12)

UMAP uses a heavy tailed, smooth kernel to define simi-
larity between the higher dimensional space and lower dimen-
sional space. It does so by minimizing a loss function that
allows clusters in lower dimensional space to preserve their
original structure in high dimensional space. The optimal di-
mension reduction is obtained by minimizing the cross-entropy
between the high dimensional fuzzy graph w̃rq resulting in the
following cost function:

Cw̃jq,wjq
=

∑
j,q

[
w̃jq ln

(
w̃jq

ϕjq

)
+ (1− w̃jq) ln

(
1− w̃jq

1− ϕjq

)]
.

(13)
where

ϕjq =
(
1 + α||Hj −Hq||2β

)−1
, (14)

defines the lower dimensional counter part of w̃jq, in which
the lower dimensional (2D) representation of Ĝj is written as

40 cm

Depth Camera

Laparoscopic 

Laparoscopic 
 instruments

Surgical Simulator

Fig. 3: Laparoscopic simulator and external RGB-Depth cam-
era using during experimental validation.

Hj . Here, α and β are fixed hyperparameters that control the
shape of the lower dimensional distance decay.

The outer most points of the UMAP clusters were then
connected by a dashed line using a convex hull method for
easy visualization.

III. EXPERIMENTAL VALIDATION AND RESULTS

To validate the proposed algorithm, we use the instrumented
laparoscopic box trainer shown in Fig. 3. The simulator
consists of a box with two trocars through which two of the
instruments shown in Fig. 1 are inserted. An Intel RealSense
D435 colour-depth (RGB-D) camera is positioned on the side
of the simulator, 40 cm from the side of the box trainer.
The camera is mounted on a tripod so as to be level with
the starting location of the laparoscopic tools and to capture
a lateral view of the user’s hand. Using the camera, we
collect both RGB and depth images at a uniform sampling
rate of 30 frames per second, so that each RGB image has a
corresponding depth image taken at the same time. Both the
RGB and depth images were captured with a resolution of
640× 480 pixels. The camera captures a depth feed and RGB
video feed of the surgeon’s hands, and through the MediaPipe
Hand Landmarker algorithm, it can track either the left or right
hand.

The hand landmarker algorithm does not strictly require
depth information, as the model has been trained to infer
depth from an image. However, we use the depth information
to ensure accurate depth tracking. The camera has onboard
calibration software and calculates the distance from the depth
camera to 21 landmarks on the hand in real time. The collected
data is then passed into the UMAP dimensionality reduction
and K-means clustering algorithms described in the previous
section. Two experimental scenarios are evaluated. In each
experimental setup, five subjects performed each of the four
scenarios 10 times, resulting in 100 total trials for rotation
methods and 100 trials for varied laparoscopic tool grips. The
five subjects had varying hand sizes and skin tones, and data
were collected throughout the workday under different lighting
conditions.
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Fig. 4: UMAP visualization of hand landmark trajectories clustered using unsupervised k-means (k = 2). On the left, marker
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A. Scenario 1 - Tool Rotation Method Detection

In this scenario, each trainee was instructed to hold the
laparoscopic instrument and rotate the tool shaft 90◦ clockwise
and back to the start position three times, as follows:

• Ten trials of three repetitions each, where the tool shaft
rotation is performed by rotating the gear on the laparo-
scopic tool, as shown in Fig. 1,

• Ten trials having three repetitions each, where the wrist
is rotated rather than the knob, as shown in Fig. 1.

The unsupervised k-means clustering algorithm yields an
accuracy of 99% (99 correct out of 100 total trials) in creating
two clusters, across the five subjects, with a single trial from
the wrist rotation set being placed in the knob rotation set.
For visualization purposes, the dimensionality of all samples
is reduced to 2D using UMAP, and the samples are coloured
by the subject and the shape denotes movement type (ie gear
vs wrist rotation, index vs middle find grip) cluster. Fig. 4
(right) shows the resulting UMAP clustering representation of
the tool rotation trials. As can be seen, using the tool handle’s
gear to rotate the shaft is clearly distinguishable from using a
wrist rotation.

B. Scenario 2 - Grip Detection

In the second scenario, hand landmark tracking is used to
capture hand position data of each trainee pulling the tool back
4 cm along the surge axis, rotating clockwise by 90◦, rotating
back 90◦ counter-clockwise, and surging forward 4 cm back
to the starting location. This movement is effected using two
different variations of grip on the laparoscopic tool handle:

• Grasping the instrument finger holes on the handle with
the thumb and middle finger;

• Grasping the instrument finger holes on the handle with
the thumb and index finger.

Each movement variation is repeated a total of 10 times and
lasts 20 seconds each. The collected data are then processed
in the same way as in Scenario 1.

The results of the k-means clustering algorithm yield the
same results as Scenario 1, with 99% accuracy (99 correct
out of 100 total trials) in clustering the two variations of
laparoscopic tool grips. Fig. 4 (right) illustrates the data
after UMAP is used to reduce the dimensionality to 2D and
samples are coloured according to their assigned clusters,
which represent the two tool handle grip variations. As can
be seen, grasping the tool with the thumb and middle finger is
clearly distinguishable from grasping the tool with the thumb
and index finger, even when performing identical movements.

Tracking the position of landmarks in space in real time
using an external camera can provide additional feedback to
the trainee on how to handle the instrument and position
their hands for optimal dexterity and control. To verify the
accuracy of these measurements, we compared the 3-DOF
positions measured by the camera with those obtained from
an electromagnetic tracking system. Using the Aurora tracking
system from NDI, a sensor was placed on the user’s hand at
the same location as landmark zero (see Fig. 2a). The user
was instructed to move their hand arbitrarily while holding the
surgical instrument. The results shown in Fig. 5 demonstrate
good agreement between the two measurement systems. The
tracking error for each of the 3 tracked axes (x,y,z) is under
a 3% symmetric mean absolute percentage error and a root
mean square error of under 0.02m.

IV. CONCLUSION

To enhance traditional laparoscopic surgical training, cotem-
porary surgical trainers are often equipped with sensors that
measure relevant data during task execution. The collected data



Fig. 5: Comparison between position tracking of landmark
0 in 3-DOF (x, y, z) using an electromagnetic tracking and
MediaPipe during instrument manipulation. Displacement is
in metres.

can then feed models that provide feedback and assessment
without an expert surgeon having to be continuously present.
Currently, instrumented box trainers capture tool movements
from sensors or cameras located within the box, but are unable
to assess how a trainee handles the surgical instrument. Yet,
appropriate tool handling strongly affects dexterity, range of
motion, and accuracy. To better assess how a trainee handles
the surgical instrument, we demonstrate that an external depth
camera and tracking algorithm, combined with k-means clus-
tering, can accurately track the trainee’s hand movements and
differentiate between two common ways of grasping the tool
and rotating the tool shaft.

The experimental evaluation of the proposed algorithm
was carried out with five trainee’s performing a series of
pre-defined hand movements using a box simulator. The
results showed that the clustering algorithm can differenti-
ate/generalize to multiple subjects and trials accurately. To
extend experimental validation to more realistic training con-
ditions, future work will consider the complex and natural
movement of the hand used during common training drills,
such as object manipulation and tissue suturing [5], [23].
Additional clusters will have to be defined for additional
conditions not currently captured in this study, such as idling
and combined wrist and wheel rotation, for example.

Extending the proposed algorithm to work in real-time can
enable trainees to receive real-time formative feedback on how
to properly handle the surgical instrument, and learn proper
techniques based on data collected from expert surgeons
performing the same surgical tasks. While traditional training
only considers tool tip trajectory, speed, and deviation for
assessment, they neglect tool handling and posture, which are
often attributed to errors in task execution. Correcting these
issues can not only lead to better motor skill development,
preventing the consolidation of suboptimal motion patterns,
and improving dexterity during complex surgical tasks, but
allow the thoughtful handling of instruments, which has been
linked to decreased misuse injuries among surgeons.
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